'A\
Me \Iiﬁﬂ}

www.MaterialsViews.com

www.afm-journal.de

Learning from the Harvard Clean Energy Project: The Use
of Neural Networks to Accelerate Materials Discovery

Edward O. Pyzer-Knapp, Kewei Li, and Alan Aspuru-Guzik*

Here, the employment of multilayer perceptrons, a type of artificial neural
network, is proposed as part of a computational funneling procedure for high-
throughput organic materials design. Through the use of state of the art algo-
rithms and a large amount of data extracted from the Harvard Clean Energy
Project, it is demonstrated that these methods allow a great reduction in the
fraction of the screening library that is actually calculated. Neural networks
can reproduce the results of quantum-chemical calculations with a large level
of accuracy. The proposed approach allows to carry out large-scale molecular
screening projects with less computational time. This, in turn, allows for the

exploration of increasingly large and diverse libraries.

1. Introduction

The most common bottleneck of molecular materials design is
the experimental synthesis and characterization of a material.
Hence, the problem of selecting the most promising material
to explore experimentally is at the forefront of materials dis-
covery. Whilst theoretical techniques have shown some sig-
nificant successes in narrowing a potential list of candidate
molecules,'=% chemical space is simply too large for a brute
force technique to be employed for the vast majority of prob-
lems.1% Indeed in the Harvard Clean Energy Project (CEP),
a exploration of a library of just 26 fragments using only two
basic molecular combination rules resulted in the calculation
of properties for over 3.5 million molecules and required a
specialized distributed computing framework to compute the
30 000 CPU years expended.?! Since chemical space—even
that localized to some specific desired property—is many
orders of magnitude larger than the 26 fragments studied in
the Clean Energy Project, and can be combined in countless
more ways, a way to search greater areas of chemical space
without the resultant explosion of computational expense is
required for high throughput virtual screening to fulfill its
great potential.

In a recent paper,!!l we discussed the four philosophies of
high throughput virtual screening, which include the use of a
so-called “computational funnel.” This is illustrated in Figure 1.
In a computational funnel, a large number of starting mole-
cules are gradually reduced to a very small number, which can
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be investigated experimentally, through
the use of increasingly expensive calcula-
tions. One of the key concepts of the com-
putational funnel is the balance between
speed and accuracy at each of the sifting
“layers,” since the strictness of the fil-
tering criteria are directly related to the
accuracy of the methods employed. It is
generally assumed that the more expen-
sive a calculation is, the greater its fil-
tering efficiency, i.e., the smaller the error
bars on the predicted property of interest.
Finding calculations that maximize this
efficiency whilst minimizing computa-
tional expense is integral to the success
of the process, since this results in a greater number of initial
molecules; hence increasing the chances of finding a desirable
product.

The pharmaceutical industry has had great success with
using QSAR/QSPR models to quickly scan very large libraries
of compounds for so-called active pharmaceutical ingredients.
Like any parametrized model, these methods work very well
on molecules which are closely related to those used in the
development of the model, but have weaker performance when
molecules which are very different from this initial set are cal-
culated. This is to say that they are mainly interpolative, rather
than extrapolative models. We believe that a “tailor made”
QSPR model, generated on the fly from data calculated as part
of a high-throughput virtual screen, can give both accuracy, and
the desired speed of calculation; making it an ideal choice for
the initial “screen” in the funnel.

In order to generate this tailor-made QSPR, we utilize multi-
layer perceptrons (MLPs), a specific class of artificial neural net-
work (ANN). In this study, we introduce the concepts of MLPs,
and show how that, given a suitable amount training examples,
they can yield highly accurate predictions on a variety of prop-
erties, making them ideal for use in a high-throughput virtual
screen.

2. Machine Learning Techniques in High-
Throughput Virtual Screening

Machine learning techniques have been utilized in chemistry,
particularly pharmaceutical chemistry, to produce predictive
models.'>1 Tt has been especially used for properties which
are considered hard to model, such as chemical reactivity,!”
melting point,'® and solubility.'”'8] Recently, these methods
have also shown some promise in predicting elements of the
electronic structure of molecules.[%-2!]

wileyonlinelibrary.com

dadvd T1Tind


http://doi.wiley.com/10.1002/adfm.201501919

-
™
s
[
-l
wd
=
™

2 wileyonlinelibrary.com

www.afm-journal.de

Generated Molecules ® ® .. ®

Increasingly Expensive
Computational Screening

Experimental Validation

Figure 1. A graphical representation of a computational funnel as used
in high-throughput virtual-screening projects.

2.1. Scalability Considerations for Machine Learning on
Large Data Sets

For a machine learning approach to be successful in a high-
throughput context it is highly desirable for it to scale well
with the number of inputs. In other studies, we have found
that simple Gaussian processes/??l work very well with smaller
problems; for instance when the size of the chemical space
that is to be explored is smalll?®l or for calibrating quantum
results to experimental values (the number of experimental
values used is rarely about a thousand).?*! Unfortunately,
Gaussian processes do not scale as favorably with the number
of data inputs, due to the inversion of the covariance matrix
which scales as O(N?) in time and also O(N?) in memory.
In these investigations, we have seen that the largest set of
inputs that can be handled reasonably is of the order of
10 000. Since there is no expensive operations in a neural
network, they scale significantly better than this and hence
are more suited to this kind of study, however this comes at
the cost of knowing the uncertainty associated with each pre-
diction. Bayesian neural networks®’! potentially represent a
good compromise solution for this task and are under active
investigation.

Artificial neural networks (ANNs) are computational models
which are based upon the structure of the central nervous
system of animals—biological neural networks?®—and are
commonly used for pattern recognition and function approxi-
mation (regression).

2.2. Structure of a Neural Network

ANNSs consist of interconnected layers of neurons, so called
since they represent the vast network of neurons in a brain,
which are connected to each other along paths. These layers
fall into one of three major classes: input, hidden, and output.
Features are read in through the input layer, pass through the
hidden layers (so called because they are hidden from the out-
side world), and are combined into a result at the output layer.
The structure of a neural network is shown graphically in
Figure 2.
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Figure 2. a) In a neural network, features typically enter through a linear
input layer (blue) pass through a nonlinear hidden layer (red) before
being combined by a linear output layer (green), which produces the
target estimation. b) The operation of a single neuron, where inputs are
combined with weights, pass through an activation function and produce
an output that can be connected with further neurons.

2.3. Activation Functions

As can be seen from Figure 2, the output of a neuron, given
an input, is defined by its activation function which models the
firing of a synapse. In biological neural networks, the output is
binary—either the synapse fires or it does not— and so initial
ANNs used functions with forms similar to

, 0
w(a):{ O ()

This is the so-called binary or threshold activation function.
Whilst ANNs with this form have been used with some success
for classification problems, the number of neurons required for
successful use in regression problems means this is not com-
monly used in hidden layers. A more common function is the
“tanh” sigmoidal activation function,

¢(o)=tanh () (2)

This model, along with the logistic function,

plo)=1—= (3)

is frequently employed in ANNs and is used to add nonlinear
hidden layers to the multilayer perceptron model for neural
networks which will be employed in this study. It is essential
that these hidden layers be nonlinear, since, due to their linear
nature, an ANN with multiple linear hidden layers can be
reduced to a simple one-layer ANN.

2.4. Multilayer Perceptrons

In this study, we utilize a class of ANNs known as MLPs, which
are known to be particularly good at supervised regression
problems. For an ANN to be classed as a MLP, it must fulfill
three major criteria.

e It must have at least three layers (including the input and
output layer).

o Thehidden layers must consist of nonlinear functions, and this
nonlinearity must be smooth (i.e., differentiable everywhere).
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o The network must exhibit a high degree of connectivity.

Machine learning methods, and in particular neural net-
works, have enjoyed fluctuating popularity in chemistry over
the years. In 1991, Zupan and Gasteiger posed the question
“[Are neural networks] a new method for solving chemical
problems, or just a passing phase?.”?” Some of the major chal-
lenges which have sometimes discouraged the use of neural
networks in chemistry include the worry that large neural net-
works will over fit data. Another concern is the amount of time
it can take to converge the training of a large neural network.
Finally, neural networks rely on the amount of available, reli-
able data for training.

2.5. Avoiding Overfitting

One problem that is frequently encountered in the training of
neural networks is overfitting. This is when the network can
reproduce training examples with low error, but when pre-
sented with new features, the error is high. In effect, the net-
work has memorized, rather than learned from, the data. In
other words, it has learned the noise.

There are a number of ways to avoid overfitting,?®l and in
this study we have opted to use a method known as early stop-
ping.l?! This algorithm works by randomly selecting a subset
of molecules from the training set each epoch, and validating
the new weights against this set. If the error on this set starts
to increase before the maximum number of epochs is reached,
the training is terminated early. Additionally, for this study,
errors will be reported in both the training set, and a separate
validation set of 50 000 molecules—demonstrating the validity
of the network for molecules which it has not been trained on.

2.6. Accelerating the Convergence of the Training of a MLP with
the Stochastic Gradient Descent and RMSProp Algorithms

The back propagation algorithm is a commonly used technique
to train ANNs,B% and is used in conjunction with some opti-
mization method, commonly gradient descent. It is generally
divided into two stages: First, the training features are propa-
gated through the ANN in order to generate the ANNs output
for each feature. Second, for each step in training, the gradient
of a loss function with respect to each of the weights is calcu-
lated. This gradient is then used in conjunction with a learning
rate to modify the weights for each layer from the output to
the input, hence the term back propagation. This procedure
is repeated until the errors in the network drop below some
predefined critical value. The way that each weight parameter
is updated is dependent on a set of hyper-parameters (e.g.,
learning rate, which is akin to a step size in a more traditional
optimization), which can themselves be optimized.

If all of the data are used at once during back propagation,
it can take a significant amount of time to process each epoch.
Thus when training this network, stochastic gradient descent*!
was employed to accelerate convergence. In this method, small
stochastically selected subsets of size n are selected from the

Adv. Funct. Mater. 2015,
DOI: 10.1002/adfm.201501919

© 2015 WILEY-VCH Verlag GmbH & Co. KGaA, Weinheim

www.afm-journal.de

total N inputs and are trained, thus providing a noisy value
for the back propagation algorithm to optimize against. Thus,
many noisy updates are applied per epoch, providing a more
efficient optimization—especially in data-sets with a high level
of redundancy. For this method one “epoch” is reached when
n/N batches have been processed.

When using a stochastic gradient descent model, it is impor-
tant to reduce the learning rate toward the end of the training,
so that the noise from the minibatches does not adversely
influence the end result. This can be difficult to successfully
achieve using a global learning rate, and so a technique known
as RMSProp was utilized to aid the training of the weights*2
RMSProp evolved from the observation that the magnitude of
the gradient can vary greatly for different weights, and can alter
during the training procedure, hence making the selection of a
single learning rate difficult. In RMSProp, the gradient is modi-
fied using a moving average of the squared gradient for each
rate:

2
G (w,8)=0.9G (w,t—1)+0.1[ Z) () (4)
ow(n)
RMSProp has the additional advantage than networks which
utilize this method tend to need less hyper-parameter optimiza-
tion (i.e., are more robust to nonoptimal hyper-parameters).5’]

2.7. Speeding Up the Overall Training of the Network with
Parallelization Using the Hogwild Algorithm

Due to the large size of the training data set, parallelization
of the training becomes very important to achieve reasonable
training times. One major limitation of stochastic gradient
descent when data sizes are large is its inherently sequential
nature; often necessitating a data-gathering step for parallel
computation. A consequence of this is that the bottleneck of
computation now lies with the synchronization of threads,
which can have significant overhead. In order to remove this
bottleneck we use a variant of the Hogwild algorithmB4 as
implemented in Microsoft's Project Adam.>* Hogwild provides
a means to avoid thread synchronization by splitting the data
into batches, each trained on a thread. Each thread updating
the weights as it trains in a nonsafe manner (i.e., no locking);
it is possible to think of this as analogous to another layer of
batching. We have observed stability in this algorithm in our
data-set with up to 30 threads.

Before implementing this algorithm, training times for the
network (200 000 data points) were in the order of two weeks,
even when compromises were made with the hyper-param-
eters (such as learning rate) which can lead to faster—albeit
less accurate—training. This is simply too long for a high
throughput setting, and acts as a ceiling to the size of the data-
set that can be trained; an obviously undesirable effect. When
using our Hogwild implementation, however, training time
was reduced to around 4 h; a significant improvement. It was
observed that when using this implementation, fewer epochs
were needed to train the network, and the mean absolute error
(MAE) of the network was significantly reduced. We include
a comparison of our new methods with an existing python

wileyonlinelibrary.com 3

“
G
F
F
>
v
m
~




-
™
s
[
-l
wd
=
™

4 wileyonlinelibrary.com

implementation of an artificial neural network for a set of 50
000 molecules in the supporting information (Figures S1-S3,
Supporting Information).

In a computational funnel, increasingly expensive calcula-
tions are performed on diminishing sets of molecules in order
to increase the efficiency of computational deployment. That is
to say, the computationally intensive calculations are only per-
formed on molecules which are believed to have a reasonable
chance of displaying the desired properties. In this framework,
the Holy Grail is a calculation which is computationally inex-
pensive, but has good accuracy. This will allow a large number
of molecules to be screened (it is a cheap calculation), with a
high dropout rate (since we are confident in the result).

2.8. Use of Machine Learning Techniques in a Computational
Funnel

We believe that machine learning (ML) based techniques offer
the potential to fulfill this criteria since the initial expense of
training the model is far outweighed by the increase in perfor-
mance of this model over other similar cost approaches. The
use of a neural network inside such a funnel also answers one
of the concerns raised earlier in this study: the availability of
high-quality data. Due to its position in the funnel, the neural
network will have an abundance of high-quality relevant calcu-
lated data with little or no noise—since the output of the calcu-
lation is the precise value that the neural network is trying to
predict. This is unlike other methods, where neural networks
are used to predict spectroscopic data, or experimental data,
which have inherent noise.

Employed in this way, once trained, these techniques calcu-
late the target values much faster than current semiempirical
methods and, as we will show, can approach the accuracy of
DFT methods; truly a best-of-both-worlds outcome.

As an example of the use of ML techniques in High Throuput
Virtual Screening (HTVS), we examine the Harvard Clean
Energy Project (CEP)—a high-throughput virtual screening
effort for the discovery of high-performance organic photovol-
taic materials (OPV). The figure of merit utilized in this project
is the power conversion efficiency (PCE), which is derived from
a model described by Scharber et al.?®l and is based upon the
highest occupied molecular orbital (HOMO) and lowest unoc-
cupied molecular orbital (LUMO) energy levels, coupled with
reasonable approximations for some empirical parameters such
as the fill factor and the internal quantum efficiency. We will
therefore examine the potential for learning the energy levels of
the HOMOs and LUMOs of a random selection of these mol-
ecules, as well as attempting to learn the PCE directly.

3. Computational Methods

3.1. Selection of Input Feature Representation

The choice of how to describe the molecules within the
library—the so-called input feature representation—is critical
to the success of the neural network. Whilst the Coulomb
matrix, and its variants, have been used successfully,!37:38l
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they require a knowledge of the 3D coordinates of the mole-
cule, preferably of a high quality. Whilst this makes them ideal
for some tasks, in which the 3D coordinates are already known,
they are less than ideal for a HTVS workflow, since the ideal
position for a filter based upon these neural networks is before
any generation of 3D coordinates has occurred. Additionally, for
problems in which the response of a material is based upon a
combination of many different conformers, the training set for
a neural network would have to include multiple conformers
for each molecule, significantly increasing its size and thus dra-
matically slowing down the training time.

Thus, this study focused upon fingerprints based upon
simply the molecular graph, i.e., a knowledge of the type and
connectivity of atoms. In order to be easily fed into a neural
network, it is also desirable for the feature representation to be
of a fixed length. Contained within the RDKit? are four finger-
prints which satisfy our selection criteria: the hashed atom-pair
fingerprint,*” the MACCS key-based fingerprint,*!l the Morgan
circular fingerprint,*?l and the hashed topological torsion fin-
gerprint.*3 In order to choose a representation, a small subset
of 20 000 molecules was selected from the set of 200 000 used
in this study, and randomly split into a training and validation
set, with a 90:10 split. For each molecule the HOMO, LUMO,
and power conversion efficiency were predicted using each fea-
ture representation. The length for all the features was set to
1024 bits, except for the MACCS keys, which have a fixed length
of 167 bits. The results are shown in Figure 3. It can be seen
from Figure 3 that there is a great deal of difference between
the performances of each feature representation. Whilst for this
problem, the hashed atom-pair and MACCS key representa-
tion performed poorly, the Morgan circular fingerprint and the
hashed topological fingerprint had similar performance, with
the Morgan circular fingerprint performing slightly better than
the hashed torsional fingerprint for the HOMO and LUMO
tasks, and slightly worse for the PCE task. Since it was found
that the Morgan circular fingerprint is slightly faster to calcu-
late than the hashed topological fingerprint (4.6 s per 10 000 vs
6.0 s per 10 000 averaged over 10 runs), it was decided that the

0.6

Il Hashed Atom
I MACCS

B Morgan Circular
B Hashed Topological

0.4
0.3

0.2

Normalized Mean Absolute Error

0.1

0.0 h h

HOMO LUMO
Property

Figure 3. The performances of the four studied input feature representa-
tions available in the RDKit software toolkit. For each case the MAE was
normalized to the mean of the absolute values for the molecules studied.
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Morgan circular fingerprint was a good choice for feature repre-
sentation, and use it exclusively for the rest of this study.

3.2. Training the Network

A set of 200 000 molecules was randomly selected from the
Clean Energy Project Database (CEPDB) for training, and a fur-
ther 50 000 were randomly selected to make up the validation
set. For each of these molecules, a 1024-bit, radius = 2, Morgan
circular fingerprint*? was created using the functionality pro-
vided by the RDKitl®% for use as the input feature. The radius
was chosen since it is fast to compute, yet still captures enough
of the intrinsic chemical information to be predictive.*l Whilst
the HOMOs, LUMOs, and PCE provided on the open-access
website cepdb.molecularspace.org are averaged over conformers,
and calibrated against experimental values, it was decided that
it was more illuminating to instead use the initial quantum-
chemical results calculated using Q-Chem!*! at the BP86/*6+71/
def2-SVP for the lowest energy conformer as targets. This
removes extra noise from the calibration procedure, and the
exploration of the conformational landscape; allowing a clear
demonstration of the predictive power of the MLP. We built
our multilayer perceptron with three hidden layers, using linear
input and output nodes and three hidden layers consisting of
128, 64, and 32 nodes and constructed using the logistic func-
tion, with randomly initialized weights.

The neural networks implementation used here is avail-
able as part of the package MAML which was developed by the
authors.*l All targets were predicted simultaneously, as this
has been shown to lead to a more robust network.>"l

4. Results and Discussion

4.1. Predicting Targets

As mentioned earlier, using the Scharber model,*® the HOMO
and LUMO level of a molecule can be related to the PCE, the
“fitness function’ for molecules in the CEP.’' Training the
model on 200 000 structures and testing on 50 000 structures
produces the following results, which are shown in Table 1 and
plotted in Figure 4.

These results are favorable for the use of neural networks.
Machine learning efforts which have previously attempted to
learn the HOMO and LUMO have reported testing errors of
0.15 and 0.12 eV, respectively;'¥ and hence this effort displays
a circa 6x and 4x improvement for these values—something of

Table 1. Mean absolute error (MAE) for the predictions for the highest
occupied molecular orbital, lowest unoccupied molecular orbital, and
power conversion efficiency provided by a MLP trained on 200 000 mol-
ecules for a validation set of 50 000 molecules which did not appear in
the training set.

Target Training MAE Testing MAE
HOMO 0.019 eV 0.028 eV
LUMO 0.024 eV 0.032 eV
PCE 0.17% 0.28%
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significance for having reliable screening layers. It should be
noted that PCE values below 0.0% are an artifact of the Scharber
model and, whilst unphysical, expected. When the errors in the
HOMO and LUMO prediction are propagated through the test
set, an uncertainty in the PCE of +£0.28% was calculated. This
is very close to the value predicted by the network trained on
to predict the PCE without any quantum-chemical information.

Whilst we would expect a small decay in performance toward
the higher end of the PCE range, due to the relative lack of data
on high-performance materials in the database— which can be
observed from the distributions of points shown on the axis of
these plots—this is not seen to be problematic. In the context of
high-throughput virtual screening, it is acceptable for a model
to over-estimate a small number of targets, so long as this does
not significantly affect the efficiency of the screening process.
Additionally, some underestimation can be tolerated since it is
argued that the larger libraries that are made available by a fast
screening method more than compensate for incorrectly fil-
tering a small number of promising molecules. We are working
on active learning approaches to improve our search based on
these observations.

In addition to exploiting the “active space” afforded by the
HTVS paradigm, we believe that there are additional factors that
explain the strong performance of our network. As previously
discussed, we have taken care to select a powerful feature rep-
resentation, which likely encapsulates the relevant features of
each molecule, such as functional groups, which have an effect
upon the predicted properties. Due to the high-dimensional
nature of the optimization of the network's weights, our use
of stochastic gradient descent with minibatches allows a noisy
optimization, which includes more updates to the weights per
epoch than the equivalent online method and results in a lower
MAE for the network. This is further enhanced by the use of
the Hogwild algorithm for alleviating thread-locking during the
parallelization of stochastic gradient descent which, as a by-
product, includes an additional layer of batching to the minimi-
zation, which we have found to be helpful for further lowering
the MAE of the network, especially on larger set sizes which
have high redundancy. Within the stochastic gradient descent
algorithm, the use of the RMSProp algorithm allows the net-
work to quickly adjust weights that are deemed to be far from
their optimum value without undue adjustments to those that
are close. RMSProp also allows the opportunity to “tune down”
the noise from stochastic gradient descent as convergence is
approached. We have found that RMSProp both increases the
speed of convergence for the network, and also improves the
final MAE.

4.2. Dependence upon Training Set Size

To investigate the dependence of the method on the size of the
training set, a set of MLPs were trained in the same manner,
using 12 different set sizes spaced between 10% of the 200 000
training set and 99% of the training set; with the resulting MAEs
averaged over five runs. A fixed random seed was used to for
each run ensure that the smaller training sets were exact sub-
sets of the larger ones, in order to make a direct comparison.
The resulting MAEs for HOMO, LUMO, and PCE are shown in

wileyonlinelibrary.com 5

“
G
F
F
>
v
m
~




'a\
Mﬁ\‘{‘liﬁ"ﬁ

www.MaterialsViews.com

Predicted HOMO (eV)

Predicted LUMO (eV)

[ (@) (b) ©
< oi0d pearsonr = 0.99; p = 0 0.06 pearsonr = 0.99; p = 0 pearsonr = 0.99; p =0
0.04 5
S 002 S -
ml T E g
mll o w o
= g g 0.02 8
{ o000 3 3
L g B o000 g
ks k- 3
3 -0.02 3 K|
8 8 -0.02 © -10
-0.04
-0.04 -15
-0.04  -0.02 0.00 0.02 0.04 -004 -002 000 002 004 006 -5 -10 -5 0 5 10

Predicted PCE (%)

Figure 4. The results of validating the neural network trained from the CEP data on 50 000 randomly selected data points for a) highest occupied
molecular orbitals, b) lowest unoccupied molecular orbitals, and c) power conversion efficiencies. It was ensured that no molecule which was contained
within the training set was found in this validation set. It should be noted that negative power conversion efficiencies are an artifact of the Scharber

model, and whilst unphysical, expected.

Figure 5, with the variance being drawn from the standard devia-
tion of values over the five runs. It can be seen from Figure 5 that
reasonable performance can be obtained when small training
sets are used, with relative improvements decaying in an expo-
nential manner. It can also be seen that the variability in the
performance is much higher when a small training set is
used, emphasizing the importance of how the training sets are
selected—since the smaller the training set size, the greater the
importance of each molecule contained within in. To this end,
we are currently investigating the use of active learning methods,
to improve the selection of training sets, and hope to report these
results in a publication in the near future.

4.3. Speeding Up High-Throughput Virtual Screening

The large number of quantum chemical calculations performed
by the CEP has only been possible due to the use of IBM’s

World Community Grid,? and is possibly beyond the limits of
most high-throughput screening groups.

We have shown in this paper that a neural network trained
on a fraction of this data can allow the accurate prioritization
of promising molecules and the discarding of less promising
ones, placing the computation within the reach of groups with
more moderate computing resources. For context, a single
average sized molecule will take in the order of hours to cal-
culate using quantum-chemical methods, whilst the neural
network trained in this study can return predictions on a set
of 50 000 molecules in less than 1.5 s. This prediction is per-
formed using a single core, with low RAM requirements, which
themselves scale linearly with the size of the set of inputs to be
predicted. Additionally, the network used in this study can be
stored on disk in 1 MB, although the exact size of storage will
differ from network to network, since it is dependent on the
number of weights, and hence the network architecture.

The strength of the prioritization afforded by this network

is illustrated in Figure 6 which shows how

0.0045 10 .
[ the filter employed can quickly cut the
— Lumo number of potential molecules to be calcu-
0.0040 — oz R lated. Of course, the calculations needed to
train a neural network should also be taken
55658 0.8 into account, and the size of the training set
& should be adjusted to scale with the size of
L% 07&  the resources available with the “confidence
o 00030 u% window” in which structures are not dis-
=] . .
S 06g¢  carded adjusted accordingly.
= S E This allows the use of initial molecular
= ) 2 . . . .
3 05T libraries which are many times greater
= 8
2 in size than those used currently. By
0.0020 = - . .
- expanding these libraries, we reduce the

risk of focusing the search in too narrow
0.0015 03 an area of chemical space and improve the

chances that the screening will uncover
desirable materials. It can also be seen how
integrating this technique into molecular
library generation, via say a Monte Carlo
regime, could allow a noisy optimization
of molecular structure with respect to any

given property.

0.0010 0.2
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Percentage Used In Training Set

Figure 5. The MAE of the network as the data size is increased from 20 000 (10%) to 200 000
(100%) shows that reasonable performance can be obtained with relatively small sets, and that
relative improvements decrease as 100% of the library size is approached.
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Figure 6. The number of results that can be excluded with even a con-
servative filter of PCEp edicted > 8.0% can vastly enlarge the scope of the
problem that can be undertaken. Here, the red fill indicates those mole-
cules which the neural network trained on 200k molecules would filter out
if this criteria were applied.

It is important to note that this study does not purport to
return a general neural network, from which many different
sets of molecules can be predicted; rather it aims to exploit
the local nature of the chemical space often utilized within
HTVS efforts. Since machine learning techniques are by and
large interpolative rather than extrapolative, this can lead to
significant gains in predictive power on relevant molecules, if
one is prepared to sacrifice the transferability of the network.
Within a HTVS workflow, the library of molecules has often
been constructed in such a way that this restriction is met,
although it is also worth noting that neural networks will still
be predictive in diverse libraries, only their predictive power is
likely to be weakened by this situation.

We have demonstrated that within these restrictions and
in the context of focused HTVS efforts, multilayer per-
ceptrons can be trained to predict HOMOs, LUMOs, and
PCEs to a very good accuracy; displaying a significant pre-
dictive power, even when small data-sets are used. It was
also shown that learning the PCE directly is as successful
as learning the HOMO and LUMO values, and calculating
the PCE from these predicted values. Additionally, we have
shown how the use of nonthread locking techniques sig-
nificantly reduces the training time of the MLP, allowing
the training of significantly larger data sets, which further
increase the accuracy.

5. Conclusions

We propose the integration of multilayer perceptrons into the
generation of large molecular libraries, which can be of a far
greater size than can be reasonably computed, with the prop-
erties of new molecules interpolated from existing results.
Thus any high-throughput virtual screening effort can enrich
the sample of molecules selected for calculation to have a far
greater proportion of desirable features than any traditional,
random sampling technique could achieve.

Both the accuracy and the speed of the MLP both exposes
the exciting area of high-throughput screening to those with
less computational resources and increases the size of libraries
that can be screened to those who currently occupy the area,
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allowing deeper and wider explorations of thus unseen chem-
ical space.

Supporting Information

Supporting Information is available from the Wiley Online Library or
from the author.
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